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MODELS FOR FORECASTING FLIGHT DELAYS 

Abstract: The problem of improving the operation of airports and air carriers is 
considered. It is proposed to use machine learning models and technologies to predict flight 
delays. Several different quality measures are used to evaluate the effectiveness of the 
proposed models, which diversely reflect the expediency of using these models in the context 
of the needs of each task. 
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Introduction 

All his existence man tried to fly like a bird. The Wright brothers were able to lift a 
heavier-than-air device into the air for the first time at the end of 1903: it was a very primitive 
aircraft, and it was in the air for only 12 seconds. 

Nowadays, humanity cannot imagine its existence without air travel: it includes cargo 
transportation, public transportation, and military use. According to statistics, more than 
10,000 planes are constantly in the air. Such a large industry simply needs to analyze trends in 
detail to improve logistics and increase profits. 

For instance, accurate forecasting of flight delays can provide valuable guidance to 
logistics companies for more precise planning of their transportation activities. In this 
industry, this is one of the key elements in generating profit. 

Two tasks were set for predicting flight delays: quantitative forecasting (in minutes) of 
the departure delay and qualitative forecasting (whether the departure will be delayed or not). 
It is worth noting that it is the departure delay that will be predicted, not the arrival delay. To 
accomplish the tasks, we used Python 3 packages: scikit-learn [1], pandas [2], NumPy [3], 
Matplotlib [4], and Keras [5]. 

Data description 

Flights are characterized by the following features: airport of departure and airport of 
destination, flight number (a specific route identifier), registration number (a unique number 
for each existing aircraft) of the aircraft operating the flight, scheduled and actual time of 
departure and arrival. 

Delays can be affected by a large number of factors, one of which is the weather 
conditions at the time of departure. The weather report is transmitted in the aviation industry 
according to a special METAR standard (METeorological Aerodrome Report). This report 
includes a very large amount of information, which will be listed briefly: time this report was 
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taken, air temperature, dew point temperature, relative humidity, wind direction, wind speed, 
precipitation information, pressure, visibility, wind gust speed, cloud level, icing. 

Since METAR data is not actually available in advance, you can either use the data 
that is valid at the time of the delay prediction or use TAF [10] (Terminal Aerodrome 
Forecasts), which is a weather forecast for the airport. It is valid for 30 hours and is issued 4 
times a day at 6-hour intervals; it includes wind direction and speed, visibility, precipitation, 
and cloud cover. 

When it comes to aircraft, model information is characterized by the following features: 
manufacturer, model name, model code, aircraft type, engine type, number of engines, and its 
turbulence category. One model code can include a large number of different modifications of 
this model. Currently, aircraft are manufactured with the following types of engines: electric, 
jet, piston, rocket, and turboprop (or turbocharged). The turbulence category is a category that 
actually indicates the weight and size parameters of an aircraft. It can have the following values: 
L (light), L/M (light-mid), M (medium), H (heavy), and J (Airbus A380 only). 

It is also worth defining what exactly is considered a departure delay. It can be 
measured quantitatively (in terms of time, as the difference between the scheduled departure 
time and the actual departure time) or qualitatively. It is not possible to clearly define which 
departures are considered delayed. For the purpose of this study, a value of 15 minutes is 
assumed, i.e. all departures with a delay of 15 minutes or more are considered delayed. This 
parameter can be adjusted depending on the interest of the person for whom the analysis is 
being performed. 

Materials and methods 

Data loading and preprocessing 
The process of downloading data for this task consisted of several stages. For three 

years, we collected complete information about air flights from the FlightRadar24 service 
[11]. This data includes information about altitude, coordinates, departure and destination 
airports, airlines, aircraft models, and flight numbers - that is, complete information about 
every aircraft in the sky. Of these, 562,894 flight numbers and 278,508 aircraft registration 
numbers were exported. 

After downloading all the flights, information about all the aircrafts was also 
collected, resulting in an extremely large database of aircrafts, and there are no such databases 
in public access. The disadvantage is that the entry requirement for the dataset is at least one 
flight in the last 3 years, which is why not all aircraft were included in the dataset, but the 
coverage is still very high. 

The next step was to download historical METAR data, using the Iowa State 
University [12], which provides unlimited weather information, and then combine each flight 
with the weather conditions in effect at the time. 
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We also downloaded information about aircraft models from the ICAO website [13] 
and about airports, regions, and countries [14]. 

Since working with such a large dataset is quite a challenge, it was decided to reduce it. 
For the task of predicting delays, the dataset was filtered by the departure airport: the largest 
airport in the world by passenger traffic, Hartsfield–Jackson Atlanta International Airport, was 
chosen. It was also chosen because it has rather unstable weather conditions, which should 
strongly impact flight delays. The source file contains more than 1 million flights. 

Next, we removed columns that had no data (i.e., all rows had missing values). Then, 
we calculated the number of flights adjacent to each departure - the count of flights occurring 
within a 5-minute interval before and after the scheduled departure time of each flight. 

The next step involved merging this data with the aircraft dataset using the registration 
number. A left join was performed because not all flights contain detailed information about 
the aircraft. Rows with missing values in the flight delay column were then removed, as this is 
the target variable for the data analysis. The flight delay time was divided by 60 to convert the 
values from seconds to minutes for easier interpretation of results. Fig. 1 visualizes the 
distribution of aircraft models in the overall flight structure. 

Fig. 1. Share of aircraft models in the overall structure of flights 
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Modeling methods 

Three methods were chosen to solve the problem of predicting flight delays, each of 
which can be used for both regression and classification. The first method is a histogram-
based gradient-boosting tree [15]. Its main advantage is that, according to the documentation 
of the scikit-learn package [16], it is the only one that directly supports the use of missing 
values. With its help, we will build a regression model and check which features have the 
greatest impact on flight delays, and then leave only them, and then there will be few rows 
with missing values, which will make it possible to use other methods, such as stochastic 
gradient descent [17] and neural networks. 

The stochastic gradient descent method was chosen because it is recommended [18] 
for use in the scikit-learn documentation in the article on model selection. Its main advantage 
is its high computational efficiency with very large datasets while maintaining a fairly high 
accuracy. 

For the described task, we will also use a column transformer. Its idea is to scale 
numeric values in the range from -1 to 1 using StandardScaler from the scikit-learn package, 
and to convert categorical variables into a boolean array using OneHotEncoder from the same 
package. 

Neural networks were chosen because they usually have slightly higher accuracy and 
can be easily saved to a file for further use in predictions, but they have a very serious 
drawback - the need for a very long training time. 

An additional benefit of the first two methods is maintaining class imbalance by using 
weights for each class. If the number of delayed flights and non-delayed flights is very 
different, this will not cause classification problems. 

Another disadvantage of the last two methods is that they do not support rows with 
missing values, and therefore such rows must be deleted. 

Results and discussion 

As already mentioned, the dataset contains a large number of missing values, which 
significantly limits the list of available methods. Because of this, it is a good idea to use a 
regression model that supports missing values to see which features have the greatest impact 
on the target variable and extract only those. To do this, we built a correlation matrix and saw 
that there is no strong correlation with any feature. 

It is also worth noting that there are a large number of categorical variables (aircraft 
model, airline, some METAR information, etc.), such variables are not reflected in the 
correlation matrix, but they can also strongly affect the target variable, so we can derive 
median flight delays for a number of such categorical variables (Fig. 2, Fig. 3). The median is 
chosen due to the fact that flight delay values are distributed asymmetrically with a large 
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number of outliers, and average values may not accurately represent the situation. As you can 
see, departure delays depend quite strongly on the airline and somewhat less on the aircraft 
model. 

Fig. 2. Median values of departure delays for the largest airlines 

Fig. 3. Median values of departure delays for the most used aircraft models 

Some other features were also discarded: flight number, aircraft registration number 
(they can be used, but then the model will be less flexible and much more complex), departure 
airport (since models are built for only one airport) and destination airport (since it is 
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theoretically quite difficult to establish a relationship between the flight departure delay and 
the destination airport, but adding this feature will make the model much more complex), the 
actual times of departure and arrival, and arrival delay (since they are unknown at the time of 
flight planning), the text of the aircraft model, the country of aircraft registration, as well as 
some minor information from the METAR report. 

Next, we build a regression model to calculate the importance of each feature. As 
mentioned earlier, this model is a histogram-based gradient boosting tree. Due to the long 
training time of the model (about 8 minutes), parameter tuning is not feasible here, and 
therefore we used the default parameters. The model may yield slightly lower accuracy, but 
this is unlikely to significantly affect which features it prioritizes. After training the model, we 
evaluate its accuracy (Fig. 4). For this, three metrics were used: mean absolute error, root 
mean square error, and median absolute error. 

Fig. 4. Evaluation of the histogram-based gradient boosting tree before 
and after the removal of the least important features from the dataset 

We can see that the accuracy is quite low, although the median error of 10 minutes 
does not seem that significant. Let's use the permutation_importance function of the scikit-
learn package to determine the importance of each of the features and display them on the 
plot. We can see that some features do not affect the flight delay at all, and that the model of 
the aircraft and the airline operating the flight have the greatest impact on the target variable. 
Let's keep only the 11 most influential features and repeat all these steps (Fig. 5). 

It's also worth looking at the accuracy metrics to see if removing some features has 
worsened the accuracy of our model - the accuracy hasn't dropped much, so these changes 
will be beneficial, as the model will now learn faster and it will be possible to remove rows 
with missing values and use other models. 

Now let's move on to the classification problem. As already mentioned, we will 
classify as follows: if a flight is delayed by less than 15 minutes, it is not delayed, and if it is 
delayed by more than 15 minutes, it is delayed. It should also be noted that the case where a 
flight that was not delayed is classified as delayed is preferable to the opposite, as the opposite 
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situation can lead to problems with further planning, and therefore it is better to take a 
pessimistic forecast than an optimistic one. In other words, the type I error is more desirable 
than the type II error. 

First, let's use a histogram-based gradient boosting tree to handle missing values. We 
achieved an accuracy of 63.16%, which is quite a good result. Let's display the confusion 
matrix to examine in more detail how the model performs (Fig. 6). 

Fig. 5. Plot of the importance of each feature  
in the dataset after removing the least important features 

Fig. 6. Confusion matrix of the histogram-based 
gradient boosting classification tree 

Міжвідомчий науково-технічний збірник «Адаптивні системи автоматичного управління» № 2’ (43) 2023 

 ISSN 1560-8956 26



 

 

As you can see, the model more often incorrectly assigns the status that the flight will 
be delayed. Overall, this is a good thing. 

The next step is to drop rows with missing values for further analysis. After this 
action, we can proceed to stochastic gradient descent. For this method, we will first perform 
classification, and then regression. The accuracy achieved by the classifier was 63.15%, 
which is very close to the previous classification method. However, the training time was 
reduced from 4.5 minutes to 10 seconds, and the prediction time for the test sample from 12 
seconds to 1 second, while only about 22% of the dataset was dropped. Considering the large 
size of the dataset, this is not a significant loss. Once again, we'll display the classifier's 
performance using the confusion matrix (Fig. 7). 

 

 

Fig. 7. Confusion matrix of the stochastic  
gradient descent classification model 

As we can see, the situation remains unchanged. Most of the samples are classified 
correctly, while the model is more likely to classify non-delayed departures as delayed, which 
generally suits us. 

Since this method operates quite rapidly, it's already pertinent to use cross-validation 
with grid search. The selection of the following parameters was performed: the loss function, 
the constant that multiplies the regularization term, and the penalty. The best result is produced 
by the model with these parameters: regularization constant – 0.0001, loss function – log_loss, 
and penalty l2. 

The next step is to use neural networks. The neural networks for regression and 
classification analyses will have the same structure: a feed-forward neural network with four 
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dense layers: 256, 128, 64 neurons in the first three layers and 1 in the last layer. We will use 
the standard activation function: ReLU [19], and the optimizer is Adam [20]. The only 
difference between the neural network for regression analysis and the neural network for 
classification analysis is the neuron activation function in the last layer: in the first case, it is a 
linear function (the output is a real number), and in the second case, it is a sigmoid that gives 
a value in the interval (0; 1), which will correspond to the labels of our classes. The loss 
function will also differ: the mean absolute error in the first case and the binary cross-entropy 
in the second. 

Let's set the batch size to 32. This size will avoid overtraining and reduce the training 
time, which, in turn, will take place over 30 epochs (iterations). Also, after each epoch, the 
neural network will evaluate the accuracy of the test data, so that we can objectively evaluate 
the accuracy of the model at each epoch. 

First of all, let's try this approach for regression analysis. After completing training, 
we can display the model’s mean absolute error history on the plot (Fig. 8). 

Fig. 8. Dependence of the mean absolute error  
of the neural network for the regression problem on the epoch 

We can see that the accuracy reached a plateau after about epoch 10. We can also see 
that the error has become smaller compared to both previous regression models but is still 
quite large. We also note that the accuracy does not increase significantly with each epoch, 
which means that it takes a very long time to train a better model. We can also calculate all 
the other metrics that were calculated for the previous models (Fig. 9). 
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Fig. 9. Evaluation of the neural network for the regression problem 

We can see that the root mean square error has not changed much, but the median 
absolute error has decreased very significantly – almost twice. 

The next step is to train the neural network for classification. We will classify 
according to the initial rules (that is, a delay of more than 15 minutes is considered a delay). 
Again, let's display the training results on the plot (Fig. 10). 

 

 

Fig. 10. Neural network accuracy dependence on epoch for classification task 

We can see that after the 12th epoch, the accuracy plateaued and didn't change further. 
Also, it is worth noting that the accuracy slightly increased compared to the previous 
classification models. Now, we can display the results using the confusion matrix (Fig. 11). 

Despite a certain increase in the model's accuracy, the results of the neural network's 
operation have actually worsened. The neural network classifies a delayed flight as not 
delayed (i.e., commits a type II error) twice as often as the reverse, which, as previously 
noted, is unlikely to satisfy the end user. 

The next step is to compare the performance of all models, but this is currently not 
possible: a histogram-based gradient boosting trees were trained on a dataset with missing 
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values, while stochastic gradient descent and neural networks were without them, so such a 
comparison would be incorrect. The problem can be solved very easily: we need to build new 
regression and classification models using histogram-based gradient boosting trees. 

Fig. 11. Neural network confusion matrix for the classification problem 

We will compare the regression models by all of the following metrics: root mean 
square error, mean absolute error, and median absolute error (Fig. 12). 

Fig. 12. Comparison of regression models 
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Summarizing the results of the regression models, we can draw the following 
conclusions: the development of such models managed to reduce the median absolute error 
from 10.5 to 5 minutes, which is an excellent result in predicting flight delays. Nevertheless, 
the mean absolute error was reduced only slightly, by only 16%, and the root mean square 
error remained constant for all models. This indicates that the models are good at predicting 
small delay values, while large delays are predicted much worse. In general, this result is 
satisfactory, because most often flight delays are not too long, and large delays are the 
exception to the rule, not the rule, and therefore most often we will have to predict rather 
small delays, which the models handle well. Obviously, the best model is the neural network: 
it improved the mean absolute error by 16% and the median absolute error by 50%. 

Now let's move on to evaluating the classification models. We use three metrics for 
this evaluation: accuracy, precision, and recall. For this paper, recall is the most important 
metric because the user will be better off if a flight that was predicted to be delayed does not 
get delayed, rather than vice versa because it is always better to prepare for the worst. Let's 
calculate all of these estimates for the models used and show them in the graph (Fig. 13). 

Fig. 13. Comparison of classification models 

As you can see, the worst recall, surprisingly enough, is in the neural network, while 
the highest recall is in the histogram-based gradient boosting tree. It is also important to look 
at the accuracy of the model: it is more or less the same in all of them, while the highest is 
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again in the histogram-based gradient boosting tree. A simple conclusion can be drawn: the 
combination of high accuracy and high recall makes this model the best among all the models 
presented in this paper. Nevertheless, it is important to remember that in a different scenario, 
when the user needs the model to classify late flights as being on time, a neural network 
should be used, because it is this model that has achieved the highest precision. 

Conclusion  

There are 5 regression models and 5 classification models of three different types were 
built in this paper to predict flight delays at Atlanta Airport, USA. Among the regression 
models, the neural network showed the best result, and among the classification models, a 
histogram-based gradient boosting tree if the user prefers the type II error, and a neural 
network if the user prefers the type II error. 

The models created can be used in many aviation-related industries: airlines will be 
able to plan their flight times more accurately, and logistics companies will be able to reduce 
or increase the time intervals between different parts of cargo delivery, and passengers, thanks 
to the conducted analysis of the influence of factors, will be able to clearly see which airlines 
to use and which not to. This partially applies to aircraft owners as well, as it has been found 
that the delay of a flight greatly depends on the model of the aircraft. With this knowledge, 
one can adjust their aircraft fleet. 
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